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Developing Oracle- Based Solutions for Intel( IA-64 Architecture 
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Introduction

The new Intel®  64-bit architecture (IA-64), based on the Intel® Itanium™ processor, has been designed from the ground up to provide breakthrough capabilities and benefits for back-end enterprise applications.  It is widely supported by enterprise and e-Business industry, with commitments from most major original equipment manufacturers, operating system vendors and ISVs, including Oracle.  Independent Software Vendors (ISVs) or enterprise-level developers who are interested in developing for the Oracle database or who use tools from Oracle might find it useful to understand more about this platform.  

This paper discusses the features and benefits of the Intel 64-bit Architecture, and then provides assistance to developers porting applications to it.  At the end of the paper is a Reference Information List.
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I.
Objectives in the Development of IA-64

The IA-64 architecture is intended to complement rather than replace the existing IA-32 platform line. It complements IA-32 for the highest end applications among both enterprise and technical computing applications.  Specifically,  IA-64 is well-suited for very demanding applications such as large databases and data warehouses, mid-tier applications such as enterprise resource planning and supply chain management, on-line transaction processing and analytical processing – in other words, for any very transaction-intensive application that requires a large amount of memory. 
Intel set out to achieve several objectives with the development of IA-64.  The first is to create a 64-bit platform that does not simply improve on today’s enterprise platforms but instead provides significant breakthroughs in performance. IA-64 was developed to deliver several features that are crucial for large back-end core applications:  higher performance and scalability; world class floating-point for technical applications; and 64-bit addressing for future Server and Workstation applications. 

Secondly, Intel wanted to develop a platform with a large margin of headroom for the long term, especially for emerging performance-intensive applications. As application demands for the enterprise become more and more intensive, in order to provide this level of headroom the platform must be scalable at multiple levels.  With IA-64, scalability has been implemented on many levels. For one, the systems architecture can support multiple back-end processes.  For another, the implementation itself scales the software, meaning that from one generation to the next not only is compatibility maintained, but performance is also increased.  Furthermore, we have designed a very flexible instruction set whereby  IA-64 Architecture scales well from one generation to another, helping to address future needs.  

Third, to deliver unparalleled flexibility.  IA-64 is a broadly supported architecture and is used in many different configurations for different enterprise purposes, including SMP-type designs as well as clustered designs; this platform is optimized for all.  

Finally, in keeping with the Intel promise, to maintain investment protection.  Binary compatibility is included with the IA-32 instruction set in the IA-64 processor hardware, to ensure that legacy applications can still run on the platform and to help maintain a seamless migration of existing solutions.  

II.
Itanium Processor Platform Features

The Itanium processor built-in features are directly tied to the performance requirements of large, transaction-intensive enterprise applications.

Explicitly Parallel Instruction-set Computing (EPIC). IA-64 introduces a new paradigm called Explicitly Parallel Instruction-set Computing, or EPIC.  The concept behind EPIC is to provide an overall bigger computing “engine” that gets more work done and achieves higher performance by working concurrently.  EPIC enhances instruction-level parallelism and reduces code bottlenecks with  fast multi-instruction issue, concurrent execution, predication, speculation, large register files, massive parallel resources, register stack engine, advanced branch and cache architecture.  A strong synergy between the compiler and the architecture help make super-fast execution of programs.

Control and data speculation. While processor speeds have reached the gigahertz range, memory access times remained at about 60-90 nano-seconds. This has resulted in long memory access times during which a processor could easily execute hundreds of instructions.  IA-64 offers the unique features of control and data speculation to address memory access latencies.  It allows the compiler to hide memory access latencies for loads without having to worry about faults or exceptions.  

Both control and data speculations greatly reduce memory access latencies. The load from memory to integer or floating point registers can be speculative.  If the load fails, it does not take a fault.  Instead, the error is recorded in the NaT bit of the integer register.  For floating point registers, a special value (NaTVal) is used to indicate the error.  When the program actually needs the result of the load, it checks if the NaT bit is set.  If the bit is not set, then the speculation was successful and execution continues.  Otherwise, the load can be retried or one can branch to some recovery code.  The compilers can use profile-guided optimization techniques to find the most common paths, using speculation in the paths that matter the most.

The control speculation is used to boost a load before a branch and a check is used at the use of the load.  The data speculation is used to boost a load before a possible conflicting store.  

Large 4MB cache w/ cache hints.  For enterprise applications with large data footprints, it is extremely important to have large caches to store data for easy access.  This helps maximize server application performance.

Large memory support with 64-bit addressing.    64-bit addressing is the ability to address large amounts of memory so that instead of having to swap information from disc to platform, more information can be put in memory.

High memory bandwidth (4.2 gigabytes): Memory bandwidth is crucial for high multi-processor scaling in back-end applications.  

ECC, Enhanced Machine Check Architecture for availability.  A primary feature of IA-64 is its high availability features that enable more uptime.  Features ensure recovery from errors that in the past would have brought down the system. 

Intel Server Management support.  IA-64 has increased server management support, a key manageability criteria for enterprise IT.  

Fused multiply-add instruction for security algorithms.   Through special multiply-add instructions, IA-64 has the ability to speed up some key security algorithms, and handle other workloads while performing the authentication or encryption requirement of the platform.  This, in turn, greatly helps improve performance.  

Register stack and save engine for object oriented code.  The register stack and save engine are extremely helpful for development in today’s object oriented code, especially for languages such as C++ and Java.  

III.
How IA-64 Features Benefit the Enterprise IT End-user

The data center end-user will find significant benefits from the IA-64 platform.  

More queries and complex transactions. The IA-64 platform enables support for more queries and more complex transactions. Furthermore, the transactions themselves can be richer and contain more data, media, etc.  

Real time analysis. With the ability to take large amounts of data and store it in resident memory, the ability to manage and sort that data, perform functions to analyze it becomes more feasible in real time. 

Increased simultaneous connections.  The transaction throughput that can be supported is significantly higher with this platform.  

Increased headroom and scalability for rapid system growth. IA-64 has been designed from the ground up to provide benefits for the long term, and to overcome some of today’s performance bottlenecks.  In addition, the scalability on multiple levels will well serve the long-term requirements of back-end data center applications.  

Enhanced features for high availability. Data center servers should show significant improvements in uptime.

IV.
Industry Support for IA-64

The IA-64 platform has been developed to enable complete solutions for the enterprise.  Vendors of hardware, software, tools and solutions as well as value-added resellers and other parties are working together to supply an outstanding platform for enterprise IT.  There is a tremendous amount of industry support for this platform from major OEMs and developers, including Oracle, Linux Companies, HP, IBM, Compaq and NEC.   Five operating system vendors are making good progress and reaching a Beta level at this time.  These are:  Microsoft Windows 2000 64-bit; IA-64 Linux; Novell (Modesto); IBM (AIX), and Hewlett Packard (HP-UX).

V.
Developer Steps to IA-64 Porting
This section discusses technical details involved in porting from IA-32 to IA-64 Architecture.  Four basic steps are involved: 

1. Code Cleaning

2. Compiling and Debugging 

3. Application Optimization 

4. Application Release   

STEP ONE: CODE CLEANING   

It’s optimal to use a single source code for both IA-64 and IA-32.  
In making sure that your code is ready for IA-64, there is one important difference to be aware of between UNIX and Windows data models.  In the 32-bit world, both Windows and UNIX data models are the same: int, long and void are all 32 bits in both UNIX and Windows, with the same base types.  Both have named types derived from the base types:  UNIX: pid_t, size_t, time_t, off_t, etc. and Win32: LONG, HANDLE, WPARAM, LPARAM, etc.

The 64-bit world has some differences; in particular, 64-bit UNIX and Windows differ on LONG.  UNIX companies agreed to LP64 data model (longs and pointers are 64-bits) changed a few years ago, while Microsoft moved to its own P64 model, but left the long pointer at 32 bits:

	OS
	Data Model
	int
	long
	Pointer



	UNIX/64
	I32,LP64
	32
	64
	64

	Windows 2000, 64-bit
	IL32,P64
	32
	32
	64


Microsoft has a lot of information on code cleaning.   It allows developers to use a single source-code base for their Win32®- and Win64™-based applications. The team has added support for this in the Platform SDK for Windows 2000.   http://msdn.microsoft.com/library/psdk/buildapp/64bitwin_410z.htm

The basic code cleaning steps outlined are: 

· Switch to the Unified Data Model (Windows 2000, 64-bit)

· Use polymorphic types

· Perform required API tweaks, typically with a small number of semantic changes. This step can be automated.

· Compile with code clean switch to catch problems such as pointer truncations. This step is not easily automated.
The Windows Uniform Data Model (UDM) allows a single source code base.  Note that an up-to-date MSFT Platform SDK (software development kit) is needed.  The UDM includes several new integral data types: fixed bit-size integers, and immediately recognizable pointer-as-integer type.  UDM provides portability across Win32 and Win64. Its precise type use improves code design, understandability, and maintainability.

Pointer-precision integers are polymorphic types that scale with the architecture.  Since many Win32 APIs now use these new types, your source should adapt to them:

	DWORD_PTR
	unsigned long type having pointer precision

	INT_PTR
	signed integral type having pointer precision

	LONG_PTR
	signed long type having pointer precision

	UINT_PTR
	unsigned INT_PTR

	ULONG_PTR
	unsigned LONG_PTR

	SIZE_T
	the maximum number of bytes to which a pointer can refer – or can span; unsigned



	SSIZE_T
	signed SIZE_T




Special pointer types are useful for careful control of struct sizes. They include: 

· Sized pointers  (__ptr64 and  __ptr32)

· Based pointers; base-plus-displacement addressing is expressible in C source.  Displacements can be 32-bits, saving space.

· Half pointers (HALF_PTR, UHALF_PTR).  These can be used in structures that have a pointer and two small fields. They can be used to hold offsets from some 64-bit base pointers. 

Also see Microsoft’s “New Data Types” Web page:
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No longer limited to INT, LONG, DWORD only, the new explicit fixed-precision integers can clarify code purpose: 

	DWORD32
	32-bit unsigned integer

	DWORD64
	64-bit unsigned integer

	INT32
	32-bit signed integer

	INT64
	64-bit signed integer

	LONG32
	32-bit signed integer

	LONG64
	64-bit signed integer

	UINT32
	32-bit unsigned INT32

	UINT64
	64-bit unsigned INT64

	ULONG32
	unsigned LONG32

	ULONG64
	unsigned LONG64


It is recommended to use multi-Standard Data Types, and avoid “one world” types whenever possible in order to avoid conditional compilation:

	Windows only
	ANSI C/C++ or common, both worlds
	UNIX

	INT_PTR
	Intptr_t
	intptr_t

	SIZE_T
	size_t
	size_t

	int32_t
	Int
	__int32


STEP 2:  COMPILING AND DEBUGGING

Portability means having one source space that can be compiled on either an IA-32 or an IA-64 machine.  In order to enhance portability and readability, it is recommended to use a Portability Header File in all your source files, and to write your source using these standard-inspired types:

#include <portatyp.h>

/* portatyp.h */

#if defined(_WIN32)

… // stuff related to Win32

#if !defined(_WIN64)

… // Win32 without Win64 (regular Win32)

#else /* is _WIN64 also */

… // Win64 variant of Win32

#endif /* _WIN64 ? */

#elif defined(__unix) || …

… // various UNIXes

#else /* some other OS */

#error Unhandled OS;

#error   update <portatyp.h>!

#endif

Porting to IA-64 Linux:

To port to IA-64 Linux, please reference the information that is available at www.IA-64linux.org.   Then acquire GNUPro for IA-64 (see http://www.cygnus.com/gnupro/ and http://www.cygnus.com/gnuprodevkit/).
Porting to IA-64 Linux primarily involves recompiling, since Linux has been available for 64-bit architecture for some time, and almost all Linux applications are already 64-bit ready.  Use the common object file format: ELF.  All UNIX versions will use it (no XCOFF, no SOM). The standardized ELF extensions allow better object generation, e.g. the string section will allow compression of string table program-wide; the extended number of sections will allow putting functions (especially C++) in different sections; common binary format allows to develop tools usable for all different UNIX platforms.

In addition, you can sort your structures, always optimizing for speed and not space, and putting the structure elements together that are used often to find them in the same cache line.  You should also put pointers together, put shorts together and put chars together.  The net result will be improved structure packing.  Also use –Wpadded to warn when gcc pads to alignment boundary.
STEP 3:  APPLICATION OPTIMIZATION

Software Pipelining:  

IA-64 architecture enables software pipelining, which is the ability to get to the point where consecutive  iterations of a loop are executed in parallel.  It exploits instruction level parallelism across iteration.  Predication, register rotation/renaming and counted/while loop branches are the architecture features that play a key part in enabling pipelining in software.

One of the many techniques for Software Pipelining is Modulo Loop Scheduling.  It allows generation of high performance code with minimal code expansion by the compiler.  The basic technique is to schedule one iteration of the loop that can be repeated at regular intervals.  The goal of this technique is to minimize the number of clocks needed to complete one iteration..

The compilers can easily enable software pipelining.  The compilers look for long loop counts and manipulations as well as use of next elements of array and structures.  The software pipelining is hard to apply in loops that contain function calls, complicated if statements, memory disambiguation problems and first order recurrences (previous elements use).
Profile-Guided Optimization:  

The profile-guided optimization (PGO) allows the compiler to drive the compilation process with real performance data:

· Code layout for i-cache

· Static and dynamic profile information

· Improve usage of Resister Stack Engine

· Tune usage of predication and speculation

· Improve branch prediction

· Inline frequently used functions only
PGO enables the compiler to focus its efforts more effectively on regions of the code that affect your program at runtime. PGO also enables the compiler to optimize hardware resources on the processor, instruction cache and paging, and the effectiveness of branch prediction. The following are the phases of PGO, which when completed, provide the data that can significantly improve performance of large applications: 


Phase 1: Instrumented Compilation— The compiler inserts instrumentation code into your program to produce a profile. 

Phase 2: Instrumented Execution— Each time you execute your program, the compiler creates a dynamic information file that represents your program's actual execution behavior for that run. 

Phase 3: Feedback Compilation— When you compile again, the compiler uses the dynamic information files from all previous runs to optimize to the profile of your program and produces a dynamic information summary file. 

Through PGO, the Intel C/C++ Compiler has been proven to dramatically assist applications such as large databases. 

PGO/IPO Speedups:

Interprocedural optimizations enable the compiler to analyze your code to determine where you can benefit from certain optimizations.

The following table shows the optimizations for which the compiler will analyze your code, whether you are targeting IA-32 or IA-64 host systems:

	IPO Optimization Summary (IA-32 and IA-64)

	Optimization
	Affected Aspect of Program

	inline function expansion
	calls, jumps, branches, and loops

	interprocedural constant propagation
	arguments, global variables, and return values

	dead code elimination
	code size

	propagation of function characteristics
	call deletion and call movement

	passing arguments in registers (IA-32 only)
	calls, register usage

	loop-invariant code motion  (IA-32 only)
	further optimizations, loop invariant code


Inline function expansion is one of the main optimizations performed by the interprocedural optimizer. For function calls that the compiler believes are frequently executed, the compiler might decide to replace the instructions of the call with code for the function itself. With -Qip, the compiler performs inline function expansion for calls within procedures defined within the current source file. The -Qipo option enables interprocedural optimizations across files. The -Qwp_ipo option additionally makes the whole program assumption that all variables and functions seen in compiled sources are referenced only within those sources; the user must guarantee that this assumption is safe.

Summary

The Intel IA-64 platform is a breakthrough new enterprise platform with benefits for enterprise IT, particularly for very demanding, transaction–intensive applications.  Industry commitment to this platform is already enormous, including support from Oracle.  There are a number of steps Oracle developers can take to ensure that their applications are ready for this platform:  making sure that code is cleaned, acquiring tools, engaging with the correct OSV, identifying any platform dependencies, working with key partners, doing compilations, taking advantage of the IA-64 performance features and making sure your application is to market on time.  
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